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_ Both operations, at every level. Each pair re-generates from the canvas edited at that level — coarse edits
restate the scene, subpart edits stay local, and shape edits move a boundary without changing what it depicts.
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TF (top, blue) replaces that trajectory with a coarse-to-fine progression through object/background — parts orange — lemon object / bg Chtan%es tdhe 8|0ba|,ct>.bject
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2 Contributions

—Semantic Trajectories: Generation becomes an explicit, decodable coarse-to-fine pro- subparts
cess rather than an opaque noise-to-image mapping. dog nose — panda nose

— Efficient Trajectory Learning: Annotation-free semantic hierarchies are learned with a The outlined tokens are copied out of the source’s canvas and into the target’s, which is then continued to

shared one-step flow model, requiring one evaluation per level. generate subsequent levels. edit at /*—1
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—Controllable and Measurable Generation: Intermediate states enable localized editing,
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while LIS and PMR quantify edit locality and hierarchical consistency.
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S , standard E : — iy at its own scale — the latent is what makes that checkable by eye. The editing level sets the breadth of the
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(a) Build Teacher Hierarchy (b) Hierarchy-conditioned Denoising Method (ImageNet 256 x 256) Space NFE Params Ep. FID |
JIT-L/16 (Heun) pixel 100x2 459M 600 2.36 St ; : -
. . . ructure need not cost quality. Four semantic levels, one evaluation each, keep TF com-
(a) A teacher hierarchy clusters DINOv2 features into level canvases. (b) One shared network trains over all RAE + DiT-XL/2 DINOV2 502 839M 800 1.13 o q. Y . . ’ . . ’ P
levels, conditioned on the level below. NVG-d20 VQ-VAE 184 497M 050 044 petitive on ImageNet while every intermediate stays a legible, editable image. Control
(i) Structural loss: pMF-L/16 pixel 1 411M 320 2.52 comes from the process, not a probe on a finished model: an edit inherits its level’s scope.
(i) Flow loss: Ly = Ey [ IV, — Vg||2} | 1} Structuratioss: | IMF-L/2 VAE 1 409M 640 1.86 o | | - | |
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rediction type: - Xp(z"(1), 1, 27 c) ; H SIECTES TF-B/16 + FD DINOV2 4x1 177M 80 2.52 scenes best; each level sees only its predecessor.
Average velocity: 1, — z)(t) — %9 K , TF-L/16 DINOV2 4x1 515M 80 6.38 . . .
| t S P DD (1= cos(%0s, 1)) - TF-L/16 + FD! DINOV2 1x1 515M 80 2.02 Next: Learned hierarchies (SAM), a per-image number of levels set by how much
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POHRED = Uo+ (b=1) ¢ i LSt/ DINOv2 x1 1.1B & 2 detail the image carries, and text conditioning — so an edit’s scope can be decided
Overall objective: £ = Laow + A Latruct. where K is the number of valid regions. TF-H/16 + FD* DINOv2 4x1 1.1B 80 1.98

between prompting and navigating the latent.

*NVG needs 9 + 7x25 = 184 NFE. fInception-space FD-loss post-training.



